












































                                               Solutions 

 
Q-1: Draw the layered structure (Hierarchical model) of a file system and explain different 
modules (functionality). 
  
Answer: File System provide efficient access to the disk by allowing data to be stored, 
located and retrieved in a convenient way. A file System must be able to store the file, locate 
the file and retrieve the file. 

Most of the Operating Systems use layering approach for every task including file systems. 
Every layer of the file system is responsible for some activities. 

The image shown below, elaborates how the file system is divided in different layers, and 
also the functionality of each layer. 

Each level in the design uses the features of lower levels to create new features for use by 
higher levels. 
 
 

 

 

IIITA
Sticky Note
OF QUESTION No. 5



o When an application program asks for a file, the first request is directed to the logical 

file system. The logical file system contains the Meta data of the file and directory 

structure. If the application program doesn't have the required permissions of the file 

then this layer will throw an error. Logical file systems also verify the path to the file. 

o Generally, files are divided into various logical blocks. Files are to be stored in the 

hard disk and to be retrieved from the hard disk. Hard disk is divided into various 

tracks and sectors. Therefore, in order to store and retrieve the files, the logical 

blocks need to be mapped to physical blocks. This mapping is done by File 

organization module. It is also responsible for free space management. 

o Once File organization module decided which physical block the application program 

needs, it passes this information to basic file system. The basic file system is 

responsible for issuing the commands to I/O control in order to fetch those blocks. 

o I/O controls contain the codes by using which it can access hard disk. These codes 

are known as device drivers. I/O controls are also responsible for handling interrupts. 

 
 
Q-2: What are the advantages and disadvantages of a system providing mandatory locks 
instead of providing advisory locks whose usage is left to the users’ discretion? 
 
Answer: In many cases, separate programs might be willing to tolerate concurrent access to 
a file without requiring the need to obtain locks and thereby guaranteeing mutual exclusion 
to the files. Mutual exclusion could be guaranteed by other program structures such as 
memory locks or other forms of synchronization. In such situations, the mandatory locks 
would limit the flexibility in how files could be accessed and might also increase the 
overheads associated with accessing files. 
 
 
 
 
 
Q-3:  What is File Allocation Table (FAT) and what is its role in file management? 
  

The main disadvantage of linked list allocation is that the Random access to a particular 
block is not provided. In order to access a block, we need to access all its previous blocks. 

File Allocation Table overcomes this drawback of linked list allocation. In this scheme, a file 
allocation table is maintained, which gathers all the disk block links. The table has one entry 
for each disk block and is indexed by block number. 

File allocation table needs to be cached in order to reduce the number of head seeks. Now 
the head doesn't need to traverse all the disk blocks in order to access one successive 
block. 

It simply accesses the file allocation table, read the desired block entry from there and 
access that block. This is the way by which the random access is accomplished by using 
FAT. It is used by MS-DOS and pre-NT Windows versions. 

 



 



Answers of Question No. 6 
Answer of A: 

 File size is 42797 KB = 42797*210 B 

= 85594*29 B 

= 85594*512 B 

 Size of one sector=512 B 

 So, file will be stored in 85594 sectors i.e. we need to cross 85594 sectors 

 Number of cylinders to cross = 85594/(16*64) = 83 cylinders 

 After storing file in 83 cylinders, remaining sectors to cross = 85594-(83*16*64) = 

602 

 602 sectors (9*64 + 26) need 602/64 = 9 surfaces + 1 for reaming 26 sectors = 10 

surfaces. 

 And we also have to cross 9 surfaces (as the file started from <1200,9,40>) 

 So for storing 602 more sectors after crossing 9 surfaces we need to cross one more 

cylinder to store the file 

 So the number of cylinders to cross=83+1=84 

 Hence the cylinder number of last sector = 1200+84=1284. 

 

Answer of B: 

1. FCFS: FCFS is the simplest of all the Disk Scheduling Algorithms. In FCFS, the requests 

are addressed in the order they arrive in the disk queue. 

Advantages: 

 Every request gets a fair chance 

 No indefinite postponement 

Disadvantages: 

 Does not try to optimize seek time 

 May not provide the best possible service 

 

2. SSTF: In SSTF (Shortest Seek Time First), requests having shortest seek time are 

executed first. So, the seek time of every request is calculated in advance in queue and 

then they are scheduled according to their calculated seek time. As a result, the request 

near the disk arm will get executed first. SSTF is certainly an improvement over FCFS as 

it decreases the average response time and increases the throughput of system. 

Advantages: 

 Average Response Time decreases 



 Throughput increases 

Disadvantages: 

 Overhead to calculate seek time in advance 

 Can cause Starvation for a request if it has higher seek time as compared to 

incoming requests 

 High variance of response time as SSTF favors only some requests 

 

3. SCAN: In SCAN algorithm the disk arm moves into a particular direction and services 

the requests coming in its path and after reaching the end of disk, it reverses its 

direction and again services the request arriving in its path. So, this algorithm works 

like an elevator and hence also known as elevator algorithm. As a result, the requests at 

the midrange are serviced more and those arriving behind the disk arm will have to 

wait. 

Advantages: 

 High throughput 

 Low variance of response time 

 Average response time 

Disadvantages: 

 Long waiting time for requests for locations just visited by disk arm (i.e. does not 

provide uniform waiting time) 

 

4. CSCAN: In SCAN algorithm, the disk arm again scans the path that has been scanned, 

after reversing its direction. So, it may be possible that too many requests are waiting at 

the other end or there may be zero or few requests pending at the scanned area. 

These situations are avoided in CSAN algorithm in which the disk arm instead of 

reversing its direction goes to the other end of the disk and starts servicing the requests 

from there. So, the disk arm moves in a circular fashion. This algorithm is also similar to 

SCAN algorithm and hence it is known as C-SCAN (Circular SCAN). 

Advantages: 

 Provides more uniform wait time compared to SCAN. 

Disadvantage: 

 The performance of C-SCAN is somewhat less than SCAN 

 

5. LOOK: It is similar to the SCAN disk scheduling algorithm except the difference that the 

disk arm in spite of going to the end of the disk goes only to the last request to be 

serviced in front of the head and then reverses its direction from there only. Thus it 



prevents the extra delay which occurred due to unnecessary traversal to the end of the 

disk. 

Advantages: 

 More efficient then SCAN. 

Disadvantage 

 Does not provide uniform waiting time 

 

6. CLOOK: As LOOK is similar to SCAN algorithm. In similar way, CLOOK is similar to 

CSCAN disk scheduling algorithm. In CLOOK, the disk arm in spite of going to the end 

goes only to the last request to be serviced in front of the head and then from there goes 

to the other end’s last request. Thus, it also prevents the extra delay which occurred due 

to unnecessary traversal to the end of the disk. 

Advantages: 

 More efficient than CSCAN. 

Disadvantage: 

 The performance of C-LOOK is somewhat less than LOOK. 

 

Answer for C: 

86, 1472, 913, 1784, 948, 1507, 1023, 1750, 130 

Drive is currently serving a request at cylinder 143, and the previous request was at 

cylinder 125 

1. FCFS: The disk head initially at cylinder 143,  

 It will first move from 143 to 86 

 Then to 1472, 913, 1784, 948, 1507, 1023, 1750, and 130 

 Then the total movement of the disk head is = |(143-86)| + |(86-1472)| + |(1472 -

913)| + . . . +  |(1750-130)| = 57+1386+559+871+836+559+484+727+1620 = 

7099 

 

2. SSTF: The disk head initially at cylinder 143  

 Request queue in increasing order: 86, 130, 913, 948, 1023, 1472, 1507, 1750, 1784 

 The disc head will first move from 143 to 130 (shortest seek distance) 

 Then to 86, 913, 948, 1023, 1472, 1507, 1750, and 1784 

 Then the total movement of the disk head is = |(143-130)| + |(130-86)| + |(86-

1784)| = 13+44+1698= 1755 

 



3. SCAN: The disk head is initially at cylinder 143, and the previous request was at cylinder 

125. Hence the head is moving from left to right. It will continue to move in this direction 

until the last cylinder (4999) and serve the request queue. And then scans back to the 0th 

cylinder. 

 Request queue in increasing order: 86, 130, 913, 948, 1023, 1472, 1507, 1750, 1784 

 The disc head will move from 143 to 913, 948, 1023, 1472, 1507, 1750, 1784, 4999 

and then back to 130, and 86  

 Then the total movement of the disk head is = |(143-4999)| + |(4999-86)| = 

4856+4913= 9769 

 

4. CSCAN: The disk head initially at cylinder 143, and the previous request was at cylinder 

125. Hence the head is moving from left to right. It will continue to move in this direction 

until the last cylinder (4999) and serve the request queue. Then it returns back to the 0th 

cylinder without serving any request scans back to the 0th and then start scanning from left 

to right. 

 Request queue in increasing order: 86, 130, 913, 948, 1023, 1472, 1507, 1750, 1784 

 The disc head will move from 143 to 913, 948, 1023, 1472, 1507, 1750, 1784, 4999 

and then back from 0, 86, and 130  

 Then the total movement of the disk head is = |(143-4999)| + |(4999-0)| + |(0-

130)| = 4856+4999+130= 9985 

 

5. LOOK: The disk head initially at cylinder 143, and the previous request was at cylinder 

125. Hence the head is moving from left to right. It will continue to move in this direction 

until the last requesting cylinder (1784) and serve the request queue. And then scans back 

to the first requesting cylinder. 

 Request queue in increasing order: 86, 130, 913, 948, 1023, 1472, 1507, 1750, 1784 

 The disc head will move from 143 to 913, 948, 1023, 1472, 1507, 1750, 1784 and 

then back to 130, and 86  

 Then the total movement of the disk head is =|(143-1784)| + |(1784-86)| = 

1641+1698= 3339 

 

6. CLOOK: The disk head initially at cylinder 143, and the previous request was at cylinder 

125. Hence the head is moving from left to right. It will continue to move in this direction 

until the last requesting cylinder (1784) and serve the request queue. Then it returns back 

to the initial requesting cylinder without serving any request and start serving left to right 

again. 

 Request queue in increasing order of cylinder number: 86, 130, 913, 948, 1023, 

1472, 1507, 1750, 1784 



 The disc head will move from 143 to 913, 948, 1023, 1472, 1507, 1750, 1784 and 

then back from 86 to 130  

 Then the total movement of the disk head is = |(143-1784)| + |(1784-86)| + |(86-

130)| = 1641+1698+44= 3383 

 


