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Assignment on Process Synchronization 
 

Important Instructions: This assignment is on process synchronization. However, you would 

require the prior knowledge of Child Process Creation and Execution (Concurrent Child Processes) 

and / or Multithreaded Programming to solve this problem. So, I suggest you to revise the basic 

concepts on those two topics before trying this Assignment. 

    This assignment also would be solved in Groups (groups will remain same through this semester 

and as communicated earlier). However, this time the same problem is assigned to all the Groups. 

 

Problem Statement: A parent process (the main program) creates a global stack S. The stack must be 

implemented using an array of a fixed size k (size of the stack S remains constant once it is created, since 

we are interested in a bounded buffer problem). The parent process also creates 2n number of child 

processes (or threads) which run concurrently. n of these children processes are termed as Producer 

processes and rest are the Consumer processes. The parent passes the reference to the global Stack S as an 

input parameter to all of the children processes. Each of these producer and consumer processes execute 

m number of iterations. In each iteration, a producer process performs the following:- 

 Generates a random number between 0 and 100 

 Prints the generated number into the screen (output) 

 Pushes the generate number into the Stack S 

 Waits for 1 ms (just to introduce a delay) 

When m iterations are complete, a producer process terminates. In each iteration, a consumer process does 

the following:- 

 Pops an item from the Stack S 

 Inserts the popped item into its local buffer space (an array of size m) 

 Waits for 1 ms (just to introduce a delay) 

When m iterations are complete, a consumer process returns all the items in its local buffer to it’s parent 

process and terminates. 

The parent process after receiving the return values from a child consumer process, stores the values into 

it’s output array called Output (an array of size n*m). When all of it’s children consumer processes are 

finished, the parent process prints the values in it’s Output array in ascending order. It also prints the final 

value of the Stack Top pointer for the Stack S. Finally, the parent process terminates. 

NOTE1: The values for n, m and k must be configurable, i.e., the program prompts for inputting the 

values for these three variables when the program starts execution. The value of k must range between 1 

and n*m.  

NOTE2: The random numbers produced by the producer processes can be generated using the C rand() or 

any such similar library function. However, the random number generator function must be initialized 



with a different ‘seed’ value each time the program is run. It could be learnt from the Internet on how to 

set the current CPU-clock time as the ‘seed’ for C rand() function.  

Assignment: Implement an efficient solution for the above mentioned bounded-buffer multiple producer-

consumer problem. Ensure proper synchronization among the producer and the consumer processes 

wherever required. You can adopt any mechanism of process synchronization that you have studied in the 

theory classes to implement your solution. 

Sample Output: Following is a screenshot of expected outcome of the program.  

 

Note that, the set of items printed by the parent process is exactly same as the set of items produced by all 

the producer processes. Also, the final value of the stack-top pointer is -1 indicating that the stack is 

exactly in the same state from where it initially started. These observations might seem very obvious but, 

it can be noticed that, these obvious correct results will come only when synchronizations have been 

implemented properly. So, by executing your program multiple times with different input configuration 

values and observing for desired correct output, you can test the correctness of your implemented 

solution.  

 

The Experiment: Execute your program with some constant (suitable) values of n and m but for different 

values of k. For each different value of k, measure the execution-time of your program. For measuring the 

execution-time, you can just use some C function to record the CPU-clock value at the beginning and at 

the end of your program and calculate the difference between the two and print it. Now, calculate the 

Throughput of your program as:- 

 

Throughput  

= no. of processes completed per unit time 

 = (total no. of processes executed by your program) / (execution-time of your program) 

 = (2n+1) / execution-time 

  [ n producer processes, n consumer processes + 1 parent process ] 

 

For a specific value of k, execute your program at least 5 times and compute the Avg.-Throughput as the 

average of the throughput values for the 5 executions. Tabulate the values of Avg.-Throughput for 10 

different values of k at equal intervals between 1 and n*m. Plot a graph using GNUPLOT from the data in 

your Table, keeping Avg.-Throughput in X-Axis and Buffer-Size (k) in Y-Axis. 

 

Deliverables: 1) The Program, 2) The Table, 3) The Graph 

 



Evaluations to be Done based on (by the TAs): 1) demonstration of the correct execution of the 

program with different sets of input configuration values 2) explanations of the codes in brief 3) 

demonstrations of how the experimentation has been done to generate the Table and Graph, 4) 

interpretations of the Graph. 
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